
Big Data Questions from a Customer Perspective 

for the NBD-WG and Draft Answers

These questions are meant to be from the perspective of a target customer for the September deliverables e.g. an IT executive considering a Big Data project. 

Starting point is the initial NIST Big Data definition.

------------------------------------------------------------------------

“Big Data refers to digital data volume, velocity and/or variety

[,veracity] that: 

· enable novel approaches to frontier questions previously 
· inaccessible or impractical using current or conventional 
· methods; and/or 
· exceed the capacity or capability of current or conventional 
· methods and systems”
------------------------------------------------------------------------

This definition implies that Big Data solutions must use new developments beyond “current or conventional methods and systems”. Previous data architectures, technologies, requirements, taxonomies, etc. can be a starting point but need to be expanded for Big Data solutions. A possible user of Big Data solutions will be very interested in answering the  following questions:

General Questions
Q1. What are the new developments that are included in Big Data solutions?

A1. The essential new development in Big Data technology was the adoption of a scale-out approach to data storage and data processing (e.g. HDFS, Map-Reduce).  This development was necessitated by the volume and  velocity requirements that could not be efficiently handled by scale-up approaches. Large scale-out deployments introduce new capabilities (e.g. in analytics) and challenges (e.g. frequent fault tolerance) that have been labelled “Big Data”. 

NoSQL databases to handle data variety are also often considered part of Big Data technology  However there have been earlier non-SQL data stores (e.g. hierarchical, network, object). The key new element is once again the requirement to scale-out data storage and processing.

Q2. How do the new developments address the issues of needed capacity and capability?

A2. Scale-out approaches using commodity components can be expanded easily from a hardware perspective. In general, scale-out architectures will have higher capacity and throughput with reduced performance and component reliability than scale-up systems. To achieve the higher throughput, it will be necessary to reduce distributed data and process dependencies across components (e.g. avoiding SQL joins and tightly coupled tasks). New Big Data scalable algorithms will often be needed for analytic and machine learning applications. 

Q3. What are the strengths and weaknesses of these new developments?

A3. The key strength of robust Big Data technology is the ability to handle very large scale data storage and processing. The technology originated in Internet-scale companies (e.g. Google, Facebook, Yahoo) and was past on to the open source community (e.g. Apache) and then commercialized by multiple startup companies (e.g. Cloudera, Hortonworks, MapR) who have partnered with larger companies (e.g. IBM, Teradata) for incorporation in enterprise deployments. The open source packages had the basic functionality but lacked important capabilities(e.g. security) for enterprise deployments. These missing capabilities are being addressed by commercial vendors. 

Another weakness of the first generation packages (e.g. Hadoop 1.0) was the need to run in batch mode and to write intermediate results during iterations to disk drives. This weakness is being addressed by the open source community (e.g. Apache Yarn), research community(e.g. UC Berkeley Spark) and vendors (e.g. Hortonworks Tez)

Q4. What are the new applications that are enabled by Big Data solutions?

A4. Some applications that are enabled include very large-scale stream processing, data ingestion and storage, ETL, and analytics.  In general, Big Data technology does not replace existing enterprise technology but supplements it. Specifically Big Data stores can be used as a data source for analytic databases and visualization applications. 

Q5. Are there any best practices or standards for the use of Big Data solutions?

A5. Several industry groups (e.g. Open Data Center Alliance, Cloud Security Alliance) are working on Big Data Best Practices. There are also articles from individual vendors and analysts but there is no common consensus. It would be useful to develop a set of consensus Best Practices based on experience.  The development of de jure Big Data specific standards is at an early stage.  Apache’s Hadoop ecosystem is a generally accepted industry standard. It would be useful to have a standards life cycle model that could describe the movement of technology from open source implementations to industry-standard production to de jure standards compliance. 

Questions for Subgroups

Q6. What new definitions are needed to describe elements of new Big Data solutions?

A6. There are many existing data technology terms that do not need to be redefined. The essential new definitions are needed to characterize the components of a Big Data Reference architecture. Some key elements are;

·  Scale-out and scale-up
  *   Horizontally scaled file system (e.g. Hadoop File System)

· Horizontally scaled processing frameworks (e.g. Map-Reduce)
· NoSQL databases (Document, Key-Value, Column Oriented, Graph)
· NewSQL, In memory, and SSD-based databases
· Stream analytics and complex event processing
· Deployment models (e.g. Cloud, Enterprise)
· Consistency, Availability, Partition Tolerant (CAP) Theorem
· Batch vs Interactive Analytics and Queries
· ETL and ELT processing
· Structured, Unstructured, and Semi-Structured Data
· Map-Reduce and Batch Synchronous Parallel Processing
· Machine to Machine (M2M) data sources 
Q7. How can the best Big Data solution be chosen based on use case requirements?

A7.  Technology requirements should be extracted from the use cases. The first question is whether these requirements can be handled by conventional data technology. If the data volume, velocity. or variety is beyond the capability of existing system hen Big Data solution should be evaluated.

Choosing a Big Data solution will depend on the specific Use Case requirements. These can include:

· Read-intensive vs. Write-intensive vs. Mixed
· Updatable vs. Non-updatable
· Immediate vs. Eventual Consistency and/or Availability
· Short vs Long Latency for Responses
· Predictable vs. Unpredictable Access Patterns
· Volume, Velocity, and Variety of Data
It would be useful to create a consensus matrix mapping rows of requirements to columns of Big Data solutions to aid users in selection of the appropriate technology.

Q8. What new Security and Privacy challenge arise from new Big Data solutions?

A8. Much of the industry-standard open source Big Data technology (e.g. Hadoop Ecosystem) was developed with only limited concern for security and privacy. Basic authentication is supported (e.g Kerberos) but more robust safeguards are lacking. This deficit is being addressed by the commercial suppliers of Big Data technology to enterprises and the government. 

Q9. How are the new Big Data developments captured in new Reference Architectures?

A9. At a minimum, a technical Reference Architecture should show the key components of Big Data technology in a supplier independent representation. A evaluation benchmark could be the ability to map key elements of the industry-standard Hadoop ecosystem (e.g. HDFS, Map-Reduce, HBase, Pig, Hive, Drill, S4, Sqoop) to components of the supplier independent Reference Architecture. 

Q10.  How will systems and methods evolve to remove Big Data solution weaknesses? 

A10. The existing Big Data technologies will be strengthened by commercial suppliers and eventually merged into overall enterprise data architectures. There are also newer Big Data technologies (e.g. Apache Yarn, UC Berkeley Spark) under development in academic and open source communities to address some of the weaknesses of the first generation tools. New tools to simplify the creation, deployment, and use of Big Data applications should also be available in the near future.  The emerging technologies will  also eventually be incorporated in enterprise data architectures. 

The tougher question will be developing new skill sets, organization structures,  processes, and methodologies for exploiting the capabilities of Big Data technology.  For example, applications such as knowledge discovery, predictive analytics, ad hoc queries, and complex event detection will usually require different processes and skill sets. Also Big Data governance questions such as the list below must be answered.

· What data sources to ingest?
· Which data to store?
· How long should data be stored?
· Who has access to data?
· Which processing. monitoring, and management tools are necessary?
· What are the output interfaces to external systems?
· How can the benefits of Big Data collection and applications be measured? 

